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EXECUTIVE SUMMARY 
Container technology adoption is increasing at a fast pace. The global application container market size was valued at USD 1.5 billion in 
2018 and is expected to reach USD 8.2 billion by 2025, according to a report by Grand View Research, Inc., registering a 26.5% compound 
annual growth rate during the forecast period.1 

The rapid container technology adoption growth is due to the ease that containerized applications can be ported and deployed across 
different environments. Containers package the applications with everything they need to run with and isolate them within the deployment 
environment. This enables containerized applications to easily run on different environments such as local desktops, virtual and physical 
servers, development, testing and production environments, and private or public clouds. 

Another factor driving growth of containers is their increasing prevalence for deploying artificial intelligence (AI) and analytics applications. 
Containers are becoming the standard way to build and deploy machine learning (ML) models, create real-time analytics pipelines, and run 
batch analytics and ETL jobs. Their portability across different environments makes containers the perfect vehicle to manage the full 
lifecycle of AI/ML models and most analytics applications. 

With the massive adoption of containers for analytics and AI/ML, data protection requirements are inevitable. These requirements include 
recovering containerized applications from failures and disasters, replicating environments for migrating a test and development 
environment to production, or replicating environments from production to staging before an upgrade, and being able to move container 
clusters more easily. 

To protect containerized applications there are key requirements that must be met. These include seamless operations and policies across 
on-premises and clouds, operational simplicity for container deployment and data management policies that can span across multiple 
environments, and backup/restore at the application level—not at VM/server level. 

This paper describes the use of Kasten K10 by Veeam to protect the applications and applications’ data running on one or several 
Kubernetes clusters from data corruption or disasters. The Kubernetes clusters are running on an HPE Nimble Storage dHCI infrastructure, 
including storage and compute, hence leveraging the storage capabilities for creating volume snapshots and clones without soliciting the 
cluster resources for costly data transfers. By enabling the storage array, more frequent backups can be taken with minimal impact on the 
resources hosting the Kubernetes cluster itself. Applications with their data can be restored from snapshots in a matter of seconds in case of 
data corruption, ransomware, or human errors. Along with snapshots, the applications’ metadata and data can be exported to a number of 
external targets for long-term storage. This solution uses a Scality RING for object storage running on HPE servers as a backup target. 
Lastly, the backups are done and orchestrated with Kasten K10. 

Target audience: Presales consultants, solution architects, storage operators, data center managers, enterprise architects, and deployment 
and implementation engineers. A working knowledge of Kubernetes is recommended. 

Document purpose: The purpose of this document is to describe a solution that highlights how a containerized application, such as 
WordPress in a Kubernetes environment, can be protected by Kasten K10 and HPE Nimble Storage dHCI. 

This technical white paper describes solution testing performed by Hewlett Packard Enterprise in March 2021. 

INTRODUCTION 
Before the advent of cloud technologies, protecting your applications was usually focused on protecting the data itself. If something bad 
happened with the data, one would typically recover it using the most recent backup. In case the entire application was broken, the entire 
system was restored—potentially including the application, configuration files, and in some cases the operating system itself.2 

When the application is distributed, the whole procedure (backup and restore) can become more complex, especially when consistency is at 
stake. And everyone wants to avoid complexity when the application is broken and the business is at risk. 

The goal is for the application to come back online as fast as possible, not just the data. In an environment like Kubernetes, distribution is in 
the DNA of cloud native applications. The old manual way of restoring applications does not work. There are just too many “artifacts” making 
up a typical cloud native application. As an example, a “simple” WordPress deployment can use two sets of data, the blog data and some 
configuration data for the blog, and more than 20 Kubernetes artifacts (24 in our case), each of them with a version number. Restoring such 
an environment is not an easy task and you do not want to design a backup/restore procedure for each application in your portfolio. 

This is where solutions like Kasten K10 comes into play. 

 
 
1 grandviewresearch.com/press-release/global-application-container-market 
2 Such as when restoring virtual machines from clones or snapshots. 

https://www.hpe.com/us/en/storage/nimble-storage-dhci.html
https://www.grandviewresearch.com/press-release/global-application-container-market
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“Kasten K10 is natively integrated into Kubernetes to automatically discover all 
the application components running on your cluster and treating the application 
as the unit of atomicity. The application includes the state that spans across 
storage volumes, databases (NoSQL/Relational) as well as configuration data 
included in Kubernetes objects such as ConfigMaps and Secrets.”* 

*Kasten K10 by Veeam 

The application data represents the bulk of the data. This data requires an efficient, robust, enterprise-grade storage backend. A storage 
backend that can create volume snapshots and clones, a storage backend that supports deduplication, thin provisioning and so on—and this 
is exactly what HPE Nimble Storage dHCI offers. 

Leveraging the Kubernetes Container Storage Interface (CSI), Kasten, and the HPE CSI Driver for Kubernetes, which include support for HPE 
Nimble Storage, the solution can work together to back up and restore complex applications and huge amounts of data to a given point in 
time in a matter of seconds or minutes—with just a few mouse clicks, if any.3 This provides peace of mind to those people in charge of IT, 
especially during these days where ransomware is making the news headlines. 

Finally, a backup is not a backup if the corresponding data remains on the same hardware (or facility) as the production data. Kasten K10 
not only takes application snapshots but also can export all the metadata and data to external locations. For this purpose, we used a Scality 
RING object store running on HPE servers. 

This paper describes how we used Kasten K10, HPE Nimble Storage dHCI, and the Scality RING object store to enable the following 
scenarios: 

• Recover an application (WordPress) to a given point in time after data corruption. 

• Recover an application to a given point in time after the application was deleted by mistake by a Kubernetes administrator. 

• Recover an application to a given point in time after the storage admin deleted one of the volumes holding the application data. 

• Import the application (and its data) daily into another Kubernetes cluster to support disaster recovery (DR) or Continuous 
Integration/Continuous Delivery (CI/CD) scenarios. 

SOLUTION COMPONENTS 
Hardware 
HPE Nimble Storage dHCI 
HPE Nimble Storage dHCI is an intelligent platform with the flexibility of converged and the simplicity of hyperconverged infrastructure 
(HCI). It disaggregates compute and storage and integrates hyperconverged control to give enterprises simple infrastructure management 
on a flexible architecture. Built with the world’s most secure server, HPE ProLiant, and the self-managing flash storage of HPE Nimble 
Storage, this platform provides the flexibility to scale compute and storage independently for unpredictable growth and the data resiliency 
and performance needed for business-critical apps. All the VMware® artifacts (datastores, virtual machines, and their disks) as well as all the 
Kubernetes PersistentVolumes, their clones, and snapshots are stored on this array. 

HPE ProLiant DL380 Gen10 
HPE Nimble Storage dHCI supports of wide range of industry leading HPE ProLiant servers, both Intel® and AMD-based. Clusters can be 
scaled to 32 compute nodes either at the time of setup or can be expanded later using the HPE Nimble Storage dHCI vCenter Plugin. The 
HPE lab testbed consisted of 3 x HPE ProLiant DL380 Gen10 powered by (each) 2 x Intel® Xeon® Gold 5118 CPU @ 2.30GHz (12 
cores/24 threads each), 8 x 32 GB RAM for a total of 256 GB, 1 x HPE Eth 10/25Gb 2p 622FLR-SFP28 CAN and 1 x HPE Ethernet 1 Gb  
4-port 331i Adapter – NIC. 

  

 
 
3 Backup and restore policies can be scheduled and run unattended. 

https://www.kasten.io/product/
https://www.hpe.com/us/en/servers/proliant-servers.html
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Scality RING Scalable Storage powered by HPE hardware 
Many businesses have put vast amounts of unstructured data into legacy storage appliances, creating silos that do not scale. Or they have 
tried public cloud storage, only to be shocked by the cost of access. Scality RING on HPE hardware makes it possible to break down these 
silos by building one data pool that can hold virtually unlimited amounts of unstructured data, which is always protected, always on-line, and 
accessible from anywhere. With Scality RING, customers get the simplicity and agility of the cloud with the cost benefits of density-optimized 
platforms designed for data storage-centric workloads. With HPE and Scality RING, enterprises and service providers building cloud storage 
solutions can create cost-effective data lakes hosting a nearly unlimited number of items in a single namespace, instead of the data silos 
created by legacy storage appliances. Hewlett Packard Enterprise offers this solution on HPE Apollo 4000 storage systems, which are 
specifically optimized for storage-centric workloads. Users may purchase the software separately from the hardware or may select a bundled 
product combining both hardware and software entitlements in one easy-to-order product. The Scality RING is used as a backup target by 
Kasten K10. 

Software 
VMware vSphere® 
The testbed used VMware vCenter® 7.0U1, then 7.0U2 when it was released. The servers ran VMware ESXi™ 7.0U1. 

HPE CSI Driver for Kubernetes 
The HPE CSI Driver for Kubernetes allows customers to use a Container Storage Provider (CSP) to perform data management operations on 
storage resources. The architecture of the CSI driver allows block storage vendors to implement a CSP that follows the CSI specification. The 
CSI driver supports the HPE primary storage portfolio, including HPE Nimble Storage used in this paper. 

Rancher 
To help with the deployment of Kubernetes clusters this solution used Rancher 2.5.5 and 2.5.6. However, there is no integration of any kind 
between Kasten K10 and Rancher. 

Automation 
We used Ansible 2.9.6 on an Ubuntu 18.04 LTS workstation to: 

• Deploy the Kubernetes cluster (using Rancher’s RKE), which will host Rancher Server 

• Deploy Rancher Server in the above cluster 

• Deploy and configure Rancher “vSphere® node templates” 

• Deploy user clusters using the vSphere node templates 

• Deploy the HPE CSI Driver for Kubernetes in the user clusters 

• Deploy and configure the dedicated iSCSI networks in the user VMs (if wanted) 

TABLE 1 illustrates the solution components and their versions. 

TABLE 1. Solution components 

Component name Version Component description 

VMware vCenter 7.0.2 VMware Virtual Center Appliance 

VMware ESXi 7.0.1 build 17551050  

HPE Nimble Storage 5.2.1.300 Version of the HPE Nimble OS running in the HPE Nimble array group 

Helm 3.5.1 Version of Helm used to deploy the HPE CSI Driver and Kasten 

HPE CSI Driver for 
Kubernetes 

1.4.0 A container Storage Interface (CSI) driver for Kubernetes: scod.hpedev.io/csi_driver/index.html  

Kubernetes v1.20.4  

Kasten K10 3.0.10-11-12 kasten.io/product/ 

Ubuntu Server 18.04 All the VMs (including the Ansible control machine) are running Ubuntu 18.04 

Rancher 2.5.5-2.5.7 Rancher is used to automate the deployment of the Kubernetes clusters. rancher.com/products/rancher/ 

Ansible 2.9.6 Simple, agentless IT automation that anyone can use. Running on Ubuntu 18.04. ansible.com/ 

Hashicorps’s Packer 1.5.6 All the VMs are created from the same Ubuntu 18.04 template. The template is created using Packer. 

 

https://www.hpe.com/us/en/pdfViewer.html?docId=4aa5-4905&parentPage=/us/en/products/storage/apollo-4000&resourceTitle=HPE+Scalable+Object+Storage+with+Scality+RING+solution+brief
https://github.com/container-storage-interface/spec
https://scod.hpedev.io/csi_driver/index.html
https://www.kasten.io/product/
https://rancher.com/products/rancher/
https://www.ansible.com/
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INSTALLATION AND CONFIGURATION GUIDANCE 
HPE Nimble Storage configuration 
The array was configured according to the HPE Nimble Storage DHCI and VMware vSphere Deployment Guide. However, in the testbed a 
single iSCSI network was used. Functionally, this does not change how the backup and restore procedures are operated except that the 
environment was not fully HA. 

Dedicated iSCSI 
All Kubernetes nodes (VMs) are connected to a dedicated iSCSI network. To minimize packet fragmentation jumbo frames are configured on 
this VLAN from end to end, including the interface on the HPE Nimble array (FIGURE 1), the network interfaces in the VMs (FIGURE 2), the 
corresponding distributed vSwitch (FIGURE 3), and the corresponding switchport in the Ethernet switch (FIGURE 4). 

 

FIGURE 1. HPE Nimble array, jumbo frames configured on the iSCSI interface “tg1b” 

FIGURE 2 illustrates the jumbo frames MTU set to 9000 on the iSCSI interface. The default MTU size is 1500. 

 

FIGURE 2. Jumbo frames (MTU set to 9000) configured on the iSCSI interface 

https://infosight.hpe.com/InfoSight/media/cms/active/public/HPE_Nimble_Storage_dHCI_and_VMware_vSphere_Deployment_Guide_-_Greenfield_Alletra_Deployment.pdf
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FIGURE 3. Jumbo frames on the iSCSI distributed vSwitch 

 

FIGURE 4. Interface configured with jumbo frames on the switch 

The correct end-to-end configuration of jumbo frames can be verified with the following command (on Linux® systems). 

# ping –M do –s 8972 –c 2 <targetIP> 

FIGURE 5 shows both types of outputs, from a misconfigured server and from a server that configured jumbo frames. 

 

FIGURE 5. Verifying jumbo frames end-to-end configuration 
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In FIGURE 5 10.5.62.200 is the iSCSI discovery IP address configured on the HPE Nimble array. The ping command produces an error on 
the local machine, because the interface connected to the iSCSI VLAN is configured using the default MTU size. The same ping command 
is successful when executed from the system 16.78.21.198. How you configure the MTU depends on the operating system in use. On 
Ubuntu 18.04 we use a YAML file that the Ubuntu network configuration tool, netplan, consumes and it looks like the following: 

 

HPE CSI Driver for Kubernetes 
The Kubernetes clusters are configured with the HPE CSI Driver following the official HPE documentation. We followed the recommendation 
to use helm, shown in FIGURE 6. 

 

FIGURE 6. Helm chart used to deploy the HPE CSI Driver 

The StorageClass we use leverages the folder parameter that the HPE CSI driver supports. This way, PersistentVolumes provisioned 
for a given Kubernetes cluster are provisioned in this HPE Nimble folder (folder must exist). This simplifies the work of the storage 
administrator; for example, when a cluster is deleted, the SA knows that all the volumes inventoried in a given HPE Nimble folder belong to 
the same Kubernetes cluster and can decide what to do with these volumes. FIGURE 7 is a listing of the StorageClass manifest. 

 

FIGURE 7. Storage Class manifest 

The additional artifacts that need to be created are deployed following the instructions in the HPE CSI Driver documentation using Ansible 
for automation purposes. 

network: 
  version: 2 
  renderer: networkd 
  ethernets: 
    ens224: 
      mtu: 9000 
      addresses: 
        - 10.5.62.51/24 

https://scod.hpedev.io/csi_driver/index.html
https://scod.hpedev.io/csi_driver/index.html
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Rancher and dual homed VMs 
Rancher does not support dual homed nodes very well (or did not at the time this paper was written). When deploying a new node (VM), if 
several IP addresses are reported by the VMware tools, Rancher will pick up one of them and assume that it has connectivity with this IP 
address. This will be a problem if there is no connectivity. In the testbed this problem happened because the dedicated iSCSI subnet is not 
routed. The workaround was to configure and deploy the VMs with only one NIC, then add and configure the dedicated iSCSI network 
interfaces. This is not difficult if the process is automated. 

Kasten 
Kasten K10 is installed using the helm chart from the official Kasten documentation. During this test, we deployed the latest version of this 
chart, which was version k10-3.0.11. The PersistentVolumes used by Kasten are provisioned on the HPE Nimble array by the HPE CSI 
Driver. 

Validation 
We used kubestr to validate our configuration. kubestr is easy to use and is available for multiple platforms including macOS, Windows, 
and Linux. kubestr creates a lightweight operating system application, which includes a PersistentVolumeClaim and PersistentVolume, 
takes a snapshot, performs a data restore, and validates that the data is what it should be. FIGURE 8 and FIGURE 9 show the validation that 
was performed after the deployment of Kasten K10 and the HPE CSI driver. Instructions are provided at kubestr.io/. 

 

FIGURE 8. Validating with kubestr step 1 

https://kubestr.io/
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FIGURE 9. Validating with kubestr step 2 

USE CASES 
Scenario 1 – Restore an application after data corruption 
In this example, the data of an application is corrupted due to human error. We need to restore the application and data to a specific point in 
time. The application is a blog powered by WordPress. One post is created every day. The content of the post is generated with the 
fortune program, which is found on UNIX®-like systems. Before the data is corrupted, the blog looks as shown in FIGURE 10: 

 

FIGURE 10. User blog before it is corrupted 

Technical details 
Before creating a restore point, we list the PersistentVolumeClaims used by the WordPress application that is powering the blog  
(FIGURE 11). 
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FIGURE 11. PersistentVolumeClaims in the “wordpress” namespace 

We want to have a closer look at the second PersistentVolumeClaim (“wordpress”). Looking at the other PersistentVolumeClaim would be 
the same, but writing “wordpress” is faster than writing "data-wordpress-mariadb-0.” So the PersistentVolumeClaim named “wordpress” 
corresponds to a PersistentVolume named “pvc-eb4…” On the HPE Nimble array we can find a volume with the same name. The 
snap-list command issued on the HPE Nimble array displays all (10) snapshots created for this volume, illustrated in FIGURE 12. 

 

FIGURE 12. List of snapshots for the specified volume on the HPE Nimble array 

Create a Restore Point 
We can now create a restore point for the application. Applications can be found by clicking the Applications tile in the Kasten dashboard. 
Clicking the snapshot icon in the application’s tile (FIGURE 13) will initiate the procedure. 

 

FIGURE 13. Create a restore point manually 

After the backup is finished (verify in the Dashboard), you can verify the number of snapshots created on the HPE Nimble array for the 
WordPress volume. As illustrated in FIGURE 14, there are 11 snapshots now. The first snapshot listed is the most recent snapshot. 
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FIGURE 14. One more snapshot on the storage array 

Corrupt the data 
After the backup, we simulate that the user’s blog has been hacked and the blog now looks like FIGURE 15. 

 

FIGURE 15. WordPress blog with corrupted data 

Recover from the last restore point 
Recovering from the corrupted data situation begins with locating the WordPress application in the Kasten GUI. In FIGURE 16 we see that 
there are 21 restore points available—some of them being snapshots, some others being “exports.” 

 

FIGURE 16. Available restore points for the WordPress application 
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NOTE 
Some restore points are snapshots, and other restore points are exported backups. (More on exports later in this document.) You can select 
the restore point you want, and in this example, the most recent restore point was taken (today 3:32 p.m. in FIGURE 17). 

 

FIGURE 17. Restore points for the WordPress application 

Click the Restore button, shown in FIGURE 18, to perform the WordPress restore. 

 

FIGURE 18. Click the “Restore” button to restore the WordPress application 
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Result 
After the restore is finished (it took 1 minute 21 seconds in the FIGURE 19 example), the blog can be accessed again, as illustrated in 
FIGURE 20. 

 

FIGURE 19. “Actions” log as seen on the K10 dashboard 

 

FIGURE 20. The user’s blog restored 

In this scenario, an application and its data were restored after the data was corrupted. The application data is restored from the storage 
snapshots created during the backup. Looking at the PersistentVolumeClaims used by the application (FIGURE 21), their names are 
unchanged but they are mapped to different PersistentVolumes (and different volumes on the storage array). 
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FIGURE 21. PersistentVolumeClaims in the “wordpress” namespace after restoration 

Scenario 2 – Restore an application after an error by the cluster admin 
In this example, the Kubernetes cluster administrator has mistakenly deleted all the resources in the WordPress namespace, including the 
PersistentVolumeClaims and PersistentVolumes. 

Create a backup policy 
In this scenario the business decided that one restore point per day is enough for the blog and that the blog must be recovered in case of a 
disaster. For this purpose, a backup policy is used. The policy (FIGURE 22) specifies to take a snapshot of the application at the desired 
schedule and to export the corresponding data to an external location. The reason for creating exports (which Kasten also refers to as 
backups) is to cover the case where the storage array is broken or the volumes on the array are corrupted or deleted—intentionally or by 
mistake. Creating exports is similar to saving data on tapes and ensures there are two backup copies on different storage media, with one of 
them located off site as recommended by the 3-2-1 backup rule. The policy also shows the retain schedules for both the daily snapshots 
and daily exports. A powerful scheduling feature in K10 is the ability to use a GFS retention scheme for cost savings and compliance reasons. 
With this backup rotation scheme, hourly snapshots and backups (or exports) are rotated on an hourly basis with one graduating to daily 
every day and so on. It is possible to set the number of hourly, daily, weekly, monthly, and yearly copies that need to be retained and K10 will 
take care of both cleanup at every retention tier as well as graduation to the next one. 

 

FIGURE 22. Example backup policy 

Location profile 
In this case, the “export profile,” also known as “location profile” in some other areas of the Kasten K10 GUI (FIGURE 23) is a Scality RING. A 
location profile needs to be configured before a backup policy can use it. Kasten K10 supports S3 compatible object stores for the purpose 
of archiving backups and a Scality RING is used for this purpose. 

https://psnow.ext.hpe.com/doc/a00100041enw
https://en.wikipedia.org/wiki/Backup_rotation_scheme#Grandfather-father-son


Technical white paper Page 16 

 

 

FIGURE 23. The export location used during the test 

The administrator of the Scality RING provided the name of a bucket, the URL for the S3 service API, an S3 access key, and an S3 secret. 
The name of the bucket and the S3 endpoint are shown in FIGURE 23. Using the Scality S3 browser, FIGURE 24 and FIGURE 25 
demonstrate the data that was copied to the object store by three different Kasten K10 deployments. 

 

FIGURE 24. Kasten instances (three) archiving the data to a bucket named “kasten” 
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FIGURE 25. Data archived by one Kasten instance 

Run the policy manually 
After the policy is created, you can run it manually without waiting for the programmed schedule. This can be done by clicking the run once 
icon shown in FIGURE 26. A successful run will validate the location profile that you created earlier. 

 

FIGURE 26. Kasten policy “run once” icon 

Delete the application 
After the backup is done, the application can be completely removed from the Kubernetes cluster by deleting the corresponding namespace, 
demonstrated in FIGURE 27. Assume this was done by mistake, although for the purpose of this paper this was intended. 

 

FIGURE 27. Deleting the corresponding namespace 

If you click the Applications tile in the Kasten K10 GUI (FIGURE 28), you will not find the WordPress application anymore, unless you 
change the default filter, because that namespace was deleted. 
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FIGURE 28. Deleted applications are not listed by default 

Restore the application 
In the Applications tile, select Removed from the filter drop-down menu (FIGURE 29). 

 

FIGURE 29. Removed applications 

You can now see the removed application. 

As shown in FIGURE 30, you can restore it from an export by clicking the restore icon. 
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FIGURE 30. List of removed applications 

Result 
The WordPress application that was deleted by mistake has successfully been restored along with its data. 

Scenario 3 – Restore an application after an error by the storage admin 
In this example, the storage administrator mistakenly deleted one of the volumes being used by the WordPress application from the  
HPE Nimble dHCI array. The application can be restored from the last restore point. 

Verify the blog and the presence of a restore point 
FIGURE 31 and FIGURE 32 demonstrate that the blog is up and running and there is at least one restore point. 

 

FIGURE 31. The blog before storage failure 
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FIGURE 32. Restore points 

Storage Admin deletes one of the volume used by our application 
The kubectl program (FIGURE 33) can be used to identify which PersistentVolumes the blog is using. 

 

FIGURE 33. Storage volumes for blog 

By mistake, the storage admin deletes the volume associated with the PersistentVolumeClaim named “data-WordPress-mariadb-0.” Note 
that this means the storage admin also deleted the snapshots of this volume. As a consequence it will not be possible to restore the 
application from snapshots taken by Kasten. 

FIGURE 34 shows that the application is broken. 

 

FIGURE 34. Discovering the application is broken 

Restore the application 
At this point, as explained earlier, we can no longer restore the application from volume snapshots because they were mistakenly deleted by 
the storage admin. But we can restore from the backups we exported on the external Scality RING. In the Kasten K10 main screen click the 
Applications tile, then click the restore icon in the wordpress tile, as shown in FIGURE 35. 
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FIGURE 35. Click the “restore” icon to restore from an export 

Next, perform the restore using the most recent export (the 7:33 a.m. tile in FIGURE 36). 

 

FIGURE 36. Two instances of the same restore point 

Result 
When the restore is finished, we are able to verify that the blog is back online and has recovered from the accidental deletion of the 
underlying volume by the storage admin. 

Scenario 4 – Migrate an application to another cluster 
In this use case, we see how an application and its data can be cloned (Kasten uses the term “migrated”) from a production cluster to a 
development cluster without any human intervention. This use case can be used to support CI/CD or DR scenarios. For this purpose, we 
define a backup policy on the source cluster and an import policy on the receiving cluster. 

Production blog 
The example application is a blog powered by WordPress, which is updated every day at 6:25 a.m. with a new post (FIGURE 37). For the 
small story, the Linux/BSD fortune(6) program is used to generate the content of the post and the WordPress API is used to create the 
post. 

http://manpages.ubuntu.com/manpages/bionic/man6/fortune.6.html
https://developer.wordpress.org/rest-api/


Technical white paper Page 22 

 

 

FIGURE 37. The blog automatically populated every morning at 6:25 a.m. 

Policy on the production/source cluster 
The policy created on the production cluster is shown in FIGURE 38. It is scheduled to run at 7 a.m. every day, after the blog is updated with 
the daily “fortune.” 
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FIGURE 38. Kasten Policy on the production cluster 

The policy specifies two steps. The first step is the Snapshot that is a restore point for the application. This step leverages the volume 
snapshot capabilities of the storage array. The Container Storage Interface is the technology that enables this interaction between Kasten, 
Kubernetes, and the storage array. Whenever a PersistentVolume needs to be snapshotted, no volume data transfer happens, and the 
snapshot is made by the storage array. Because the array is in charge, snapshot operations do not imply data transfers between the storage 
and the hosts. Also, the elapsed time does not depend on the size of the volumes, or at least does not grow linearly with the size of the 
volumes. This enables the creation of frequent restore points with minimally affecting the performance of the worker nodes hosting the 
application. 

The second step is the Export. The data that makes up the restore point is exported to an external location, in our case an S3 compatible 
Object Store. This is how backups and cross-cluster migrations are enabled. This step uses volume snapshots and not the volume 
themselves, hence minimizing the impact on the production volumes. In FIGURE 38, the location where the data will be exported is displayed 
(hpe-scality). This location must be configured before it can be used by policies (FIGURE 39). 

 

FIGURE 39. Location profile Scality Object Store 

Finally, each policy that exports data defines import details. Import details is an opaque string that needs to be specified by import policies 
willing to access the corresponding data (FIGURE 40). This data is generated by Kasten when you create the policy. 
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FIGURE 40. Policy import details 

Policy on the development/target cluster 
To deploy the data exported by the backup policy defined on the source cluster, the target cluster must be able to reach this data. This 
means that the same location profile needs to be configured (FIGURE 39). An import policy is created as shown FIGURE 41. It is scheduled 
to run every day at 11 p.m. 

 

FIGURE 41. Import policy on target cluster 

The data is imported from the hpe-scality location profile (called “import profile” in the GUI). When the import policy was created  
(FIGURE 40), we specified the import details of the backup policy created earlier on the source cluster. The string of the import details is 
pasted into the GUI shown in FIGURE 42. 

 

FIGURE 42. Specifying Config Data for Import 
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When defining an import policy it is also possible to deploy the application on the receiving cluster at the same time. Which is exactly what 
we want—to have a running copy of the production blog on the development cluster every day. This is done by checking the Restore After 
Import checkbox in the Edit Policy screen as shown FIGURE 43 

 

FIGURE 43. Check “Restore After Import” to deploy the application after importing a restore point 

When restoring, a number of options can be configured in the policy including transforms. For example, the production blog can be accessed 
at “wordpress.prod.k8s.org,” but we want to access the copy of this blog at “wordpress.dev.k8s.org.” For this purpose we apply a transform on 
the Ingress that the application uses before it is restored, illustrated in FIGURE 44. 
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FIGURE 44. Defining a transform 

Result. Blog on the development cluster 
As shown in FIGURE 45, the blog is available on the development cluster. It might be one fortune behind the production blog or 
synchronized, depending on when you read it. 
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FIGURE 45. The blog on the development cluster after a successful migration 

SUMMARY 
To protect containerized applications, there are key requirements that must be met. These include seamless operations and policies across 
on-premises and clouds, operational simplicity for container deployment and data management policies that can span across multiple 
environments, and backup/restore at the application level—not at VM/server level. 

This paper describes the use of Kasten K10 by Veeam to protect the applications and applications’ data running on one or several 
Kubernetes clusters from data corruption or disasters. The Kubernetes clusters are running on an HPE Nimble Storage dHCI cluster, hence 
leveraging the storage capabilities for creating volume snapshots and clones without soliciting the cluster resources for costly data transfers. 
By enabling the storage array, more frequent backups can be taken with minimal impact on the resources hosting the Kubernetes cluster 
itself. Applications with their data can be restored from snapshots in a matter of seconds in case of data corruption, ransomware, or human 
errors. Along with snapshots, the applications’ metadata and data can be exported to a number of external targets for long-term storage. 
This solution uses a Scality RING for object storage running on HPE servers as the recipient for backups. Lastly, the backups are done and 
orchestrated with Kasten K10. 
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RESOURCES AND ADDITIONAL LINKS 
HPE Nimble Storage DHCI 
hpe.com/us/en/storage/nimble-storage-dhci.html 

HPE Apollo 4000 Systems with Scality RING Scalable Storage 
h20195.www2.hpe.com/v2/GetDocument.aspx?docname=c04434896& 

HPE Apollo Systems 
hpe.com/apollo 

HPE ProLiant DL Servers 
hpe.com/us/en/servers/proliant-dl-servers.html 

HPE Nimble Storage DHCI and VMware vSphere Deployment Guide 
infosight.hpe.com/InfoSight/media/cms/active/public/HPE_Nimble_Storage_dHCI_and_VMware_vSphere_Deployment_Guide_-
_Greenfield_Alletra_Deployment.pdf 

HPE CSI Driver for Kubernetes documentation 
scod.hpedev.io/csi_driver/index.html 
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HPE Nimble Storage 

http://www.hpe.com/info/getupdated
https://www.hpe.com/global/hpechat/index.html?jumpid=Collaterals_a00014940ENW
mailto:Contactsales@hpe.com
https://www.hpe.com/us/en/contact-hpe.html
http://www.hpe.com/info/getupdated
https://www.hpe.com/us/en/storage/nimble-storage-dhci.html
https://h20195.www2.hpe.com/v2/GetDocument.aspx?docname=c04434896&
https://www.hpe.com/us/en/compute/hpc/apollo-systems.html
https://www.hpe.com/us/en/servers/proliant-dl-servers.html
https://infosight.hpe.com/InfoSight/media/cms/active/public/HPE_Nimble_Storage_dHCI_and_VMware_vSphere_Deployment_Guide_-_Greenfield_Alletra_Deployment.pdf
https://infosight.hpe.com/InfoSight/media/cms/active/public/HPE_Nimble_Storage_dHCI_and_VMware_vSphere_Deployment_Guide_-_Greenfield_Alletra_Deployment.pdf
https://scod.hpedev.io/csi_driver/index.html
https://www.hpe.com/us/en/storage/nimble.html

	Executive summary
	Introduction
	Solution components
	Hardware
	HPE Nimble Storage dHCI
	HPE ProLiant DL380 Gen10
	Scality RING Scalable Storage powered by HPE hardware

	Software
	VMware vSphere®
	HPE CSI Driver for Kubernetes
	Rancher
	Automation


	Installation and configuration guidance
	HPE Nimble Storage configuration
	Dedicated iSCSI
	HPE CSI Driver for Kubernetes
	Rancher and dual homed VMs
	Kasten
	Validation

	Use cases
	Scenario 1 – Restore an application after data corruption
	Technical details
	Create a Restore Point
	Corrupt the data
	Recover from the last restore point
	Result

	Scenario 2 – Restore an application after an error by the cluster admin
	Create a backup policy
	Location profile
	Run the policy manually
	Delete the application
	Restore the application
	Result

	Scenario 3 – Restore an application after an error by the storage admin
	Verify the blog and the presence of a restore point
	Storage Admin deletes one of the volume used by our application
	Restore the application
	Result

	Scenario 4 – Migrate an application to another cluster
	Production blog
	Policy on the production/source cluster
	Policy on the development/target cluster
	Result. Blog on the development cluster


	Summary
	Resources and additional links
	Learn more at


